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The grid, an old idea becoming

reality

Growing interest in grid solutions

Over the last few years, grid computing
has aroused growing interest in scientific
communities.

Due to the development of accurate
modeling methods in a lot of different
disciplines, numeric simulation hasbecome a
valuable tool to solve all kinds of challenging
problems. Beside that, new fast experimental
data collection procedures and exponential
growth of storage capacity have lead to
the accumulation of a gigantic amount of
experimental datain alot of differentscientific
fields. The generation of numeric models and
the analysis of these large experimental data
sets require growing amount of CPU power.
In early times large data centers provided
scientists with the requested computing
power. They had to share their financial
resources to benefit from such centralized
infrastructure. Then for years, following
the Moorels Law, computing power grew
exponentially and the price and the size
per MFLOPS dropped proportionally. So
universities, departments and even single
institutes could afford theirown ITinfrastructure
with the same amount of funding. Nowadays
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most scientists have at least one desktop
computer and maybe one or several
workstations at their disposal. Despite this
virtual access to a large computing power,
federating these resources in a useful way
has been a cornerstone problem. In recent
years, the focus has turned into developing
the technology to achieve this goal;
instead of sharing a budget to buy large
centralized resources, development efforts
are made to share CPU power or any other
IT resources like storage, databases or any
kind of data source over global networks.
These networks of distributed and shared IT
resources are known as grids. Among the
various grid implementations, data grids that
give access to large amount of distributed
data and computational grids that harvest
CPU powers from large amount of individual
computers, are the most frequent. We will
focus on computational grids for the rest of
this discussion.

Definition and short history of Grid
technologies
Although the concept of distributed

computing appeared rapidly after the first
personal computers, the term Grid was only
introduced in 1996 in a proposal to the NSF by
a consortium of institutions working on parallel
and distributed computing related problems
(1). It was formalized in 1998 for the first time
by a definition in the book The Grid: Blueprint
for a New Computing Infrastructure (2):

0A computational grid is a hardware
and software infrastructure that provides
dependable, consistent, pervasive,
and inexpensive access to high-end
computational capabilities.o

The concept of grid computing is not new.
As early as 1969 L. Kleinrock, the inventor of
the packet switching technology and one of
the fathers of the Internet declared in a 1969
UCLA press release (3):

0As now, computer networks are still in their
infancy. But as they grow up and become more
sophisticated, we will probably see the spread
of computer utilities, which, like present electric
and telephone utilities, will service individual
homes and offices across the country.o
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This prediction has gradually been realized.
In 1995 one of the first functional grids was
publicly demonstrated at an IEEE/ACM
computing conference in San Diego.
Eleven computers were linked together
over a network and ran a simulation of the
Chesapeake Bay ecosystem.

Since then interest in grid technologies has
always been growing in scientific communities.
Over the last few years standards and
middleware for global grid have been
developed. One of the most widely used
is the Globus toolkit. It is developed by the
Globus Alliances (7) and is becoming a de
facto standard.

Difference between massively scalar and
parallel resources

Grid computing is generally more suited to
loosely coupled or so called embarrassingly
parallel computing tasks. In that computing
model, a large computing task is divided
into mutually independent subtasks. Each of
these subtasks is distributed for computation
through a network to local or distant scalar
computing resources. Partial results are back
collected and the final result of the initial task
is computed. Common tasks like database
processing, Monte-Carlo simulations, image
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processing or a lot of other digital signal
processing tasks all fall in this category.

All the following research fields can benefit
from massively scalar grid computing
approaches and one or more large
international grids are being developed to
support them:

A Genomic and
(Bioinformatics)
High-energy physics simulations
Complex data mining

Large-scale digital signal processing
Experimental and symbolic mathematics
Global climate, environmental or
geological modeling

Large-scale economic modeling

proteomic analysis
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Onthe contrary, proteinfolding simulationand
molecular nanotechnology modeling are
generally not considered as embarrassingly
parallel problem, as the data computed
by one CPU needs to be available to the
others very frequently. They are more suited
for massively parallel computing resources.
These types of computing resources are
generally centralized and require a fast
interconnect between CPUs. In such
architectures, the price of the interconnect is
typically much higher than that of the CPUs.
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Figure 1. General overview of the Xgrid execution workflow.
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Need for local (intradomain) grid solutions
Most global scale grid projects are extremely
complex and cannot be realized individually
by small organizations. They are relatively
expensive and require large teams with a lot
of different specialized IT skills. Asan example,
the actually not yet completed deployment
ofthe LCG (LHC Computing Grid) atthe CERN
(5) which actually networked 106000 CPUs all
around the world and the development of
its application layer totalize 389 FTE-years of
human resources over a period of three and a
halfyears (6). Itis ultimately designed to scale
to 160000000 CPUs serving a community of
56000 scientists working on different aspects
of the same challenging high energy physics
problem.

Only research groups belonging to large
international collaborations can directly
benefit from such large infrastructure. They
share their resources to solve challenging
problems no research group could solve
individually.

For smaller research groups, other grid
technologies have been developed. Those
are distributed computing systems, which
harness idle CPU cycles on LANs or WANSs
and use these for grid computing. Condor
(8), Entropia, United Devices and Applesds
Xgrid are examples of such intradomain grid
technologies. Some of them are commercial
products and others are academic open
source projects. All are based on the same
principles but differ from each other as
to the functionalities they offer and their
deployment complexity.

The rest of this document will focus on Appleds
Xgrid. It is by far the easiest way to start with
grid technologies. No particular IT skills are
required to buildup a small to medium sized
functional grid.

Xgrid 6 the OS X grid solution
Xgrid concept

Xgrid is a grid technology implemented in
Mac OS X server and Mac OS X client which
allows the deployment and management of
computational grids (9). It helps a network
administrator to group computers in grids or
computing dedicated clusters and allows
clients to submit complex jobs to a group of
configured computers.
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General architecture

Xgrid is built on a three-tier architecture:
clients, controllers and agents (Fig. 1). A jobin
the Xgrid context is a collection of computing
tasks that may require data files, executables
and parameters.

The Xgrid agent is a system daemon that
handles job execution on the behalf of the
remote job submitter. By default agents are
turned off on OSX 10.4. Once they are turned
on, depending on their configuration, they
contact a controller and signal that they
are available for job execution. Once the
controller sends a job they execute it and
send back the result to the controller.

The client is a command line tool running
within the terminal application. It contacts
the controller and is used to describe, submit,
monitor and retrieve jobs submitted to the

grid.
The Xgrid controller manages the
communication between clients and

agents. It accepts connections from both
entities. None of them can directly connect
to each other. It receives job submissions
from clients, breaks the jobs into tasks, and, if
needed, stores them in a waiting queue and
dispatches tasks to available agents. Once
agents return results it forwards them back to
the clients.

Xgrid 8 a short oHow to starté
Installation

Xgrid is built in every copy of Mac OSX since
version 10.4. This means that any new Mac
comes with Xgrid preinstalled right out of
the box. The client version of OSX contains
the Xgrid client and the computing agent
whereas the server version of OSX also
provides the controller.

In case of OS reinstallation, the requested
packages are automatically installed by the
default OS installation procedure.

Forthose running on OSX 10.3, Apple provides
on its website an install package containing
a computing agent compatible with the
controller included in the 10.4 version of the OS.

Configuration
If you are not concerned with
authentication options present

strong
in Xgrid,






